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EDITORIAL

Artificial intelligence1

Artificial intelligence (AI) is a fundamentally interdisciplinary subject, combining ideas from
psychology, computer science, linguistics, mathematics and even philosophy (see, for example,
Sloman, 1978). It is also a very young field. One consequence of its youth and interdisciplinary nature
is that until fairly recently one of its most distinctive characteristics was its state of confusion. In the
last few years, however, AI has begun to take on a much more coherent form. Reasons for this
include the identification of key issues and fundamental areas and the development of approaches
possessing considerable generality. I shall, very briefly, outline some of these below, but before doing
so I shall explain why I believe AI to have a very important role to play in psychiatric research
(indeed, also in psychological and sociological research and in the behavioural sciences generally).

The study of AI has two primary motivations. The first is to build computers (or, more correctly,
to write programs) which behave in an intelligent way; and the second is to investigate the nature
of human intelligence. Clearly, although these aims are related, they are not identical. In particular, we
may note that while being an adequately close model of human brain function is a sufficient attribute for
a program to demonstrate intelligent behaviour, it is not a necessary one. One can make an analogy
with flying: while the study of flying animals (birds) can lead to ideas about flying (the use of wings),
this is not a necessary approach (use rockets instead). Nevertheless, it is obvious that a mutual
enrichment must follow from the interaction between AI and the human based mental sciences.
Certainly, AI and cognitive psychology exhibit parallel theoretical developments and the hard
formalism imposed by the rigorous theory formulation necessitated by the AI methodology has
aided the testing of psychiatric (Colby, 1975) and sociological (Abelson, 1973) hypotheses. At
present, both human-based models (for example, in natural language processing - see below) and
abstract mathematical approaches (for example, in pattern recognition, Duda & Hart, 1973) have
been successful. Some, however (for example, Hayes-Roth, 1978), believe that ultimately the best
approach to AI may not be via the non-human information processing paradigms but via closer
modelling of human memory and cognition. And, conversely, it may also be the case that the best
approach to the study of human mentation is via the new field of AI. The point is that it is all very
well formulating psychological and psychiatric theories verbally but, when using natural language
(even technical jargon), it is difficult to recognize when a theory is complete; oversights are all too
easily made, gaps too readily left. This is a point which is generally recognized to be true and it is
for precisely this reason that the behavioural sciences attempt to follow the natural sciences in using
'classical' mathematics as a more rigorous descriptive language. However, it is an unfortunate fact
that, with a few notable exceptions, there has been a marked lack of success in this application. It is
my belief that a different approach - a different mathematics - is needed, and that AI provides just
this approach (see also Boden, 1977). When formulating a theory as a program, which is exactly
what AI does, the oversights are spotted, the gaps made apparent, and the oversimplifications made
explicit. And a theory so formulated can be rigorously tested and appropriately refined. Weizenbaum
(1976) puts it thus:

The very eloquence that natural language permits sometimes illuminates our words and seems (falsely, to be
sure) to illuminate our undeserving logic just as brightly. An interpreter of programming language texts, a
computer, is immune to the seductive influence of mere eloquence.

It is, however, equally important to emphasize the qualitative distinction between the AI approach
and the 'classical' mathematical or statistical approach. The former permits rigorous formulation
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and testing of hypotheses concerning the underlying psychological motivations (etc.), and not
merely superficial ('mechanical', 'trivial') and easily observed variables.

In the remainder of this editorial I shall mention a few of the areas of research within AI which
have been recognized as of fundamental importance, and also indicate a few of the many applications
for which programs have been implemented. Thus, in view of the significant implications (social,
philosophical, and so on), I shall not constrain myself merely to those formulations which are
explicit models of human information processing. I have also attempted to refer mainly to key
articles or review papers.

The single most important issue is probably that of knowledge representation: that is, the issue
of how to describe or encode knowledge or information. (Here the parallel with certain areas
of psychology is obvious.) A particular kind of behaviour may be almost impossible to model in one
type of representation but trivial in another. Having said this, however, there are obvious advantages
to be gained from general representations, representations which can be applied usefully in a large
number of areas. One such is the concept of the 'frame'. This was first developed at the Massa-
chusetts Institute of Technology (MIT) in the context of vision but has also been applied extremely
effectively in the domain of natural language processing. A key paper is one by Minsky (1975), who
states:

A. frame is a data-structure for representing a stereotyped situation like being in a certain kind of living room
or going to a child's birthday party. Attached to each frame are several kinds of information. Some of this
information is about how to use the frame. Some is about what one can expect to happen next. Some is
about what to do if these expectations are not confirmed.

As the focus of attention moves from one situation to another, so different frames are implemented.
More correctly, different frames are instantiated(Bobrow & Brown, 1975; Kuipers, 1975): detailed
information from the new situation is slotted into the chosen frame, replacing default values by
values obtained from the currently experienced environment, be it verbal, visual, or in some abstract
universe. Since the extra information may itself be in the form of frames, quite complex structures
can be built up. The frame concept has led to the development of special high-level frame repre-
sentation programming languages (see, for example, Bobrow & Winograd, 1977; Hayes, 1980).
Related ideas include those of the script (Schank & Abelson, 1977; Lehnert, 1980) and the plan
(Abelson, 1975; Schank & Abelson, 1975).

Given that a particular type of behaviour may appear simple or difficult to model, according to
the representation chosen to realize it, the fact that it is not always obvious which of several com-
peting representations is the best has led to some controversy. A good example of this is the funda-
mental choice between the opposing epistemologies of representing knowledge as procedures (i.e.
program segments) or as declarations (i.e. as facts in a database): as Winograd (1975) puts it,
choosing between 'knowing how' and 'knowing that'. The declarative approach, by separating the
' that ' from the 'how' and concentrating on the former, leads to independence of distinct facts and
hence to generalizability, modularity, and comprehensibility. Conversely, the procedural approach
yields the capability for very rich interaction. While it is true that the two representations are trivially
isomorphic at some level, the question is: what are the ad\antages to be gained by adopting one or
the other (or a compromise) viewpoint? Frequently (always, some would say), either can be chosen
for a particular domain and it is not clear which is the more efficient. Examples of the proceduralists'
standpoint are given by Hewitt et al. (1973) and Winograd (1972), and of the declarativists' view by
McCarthy & Hayes (1969). A thoughtful outline of the difference is provided by Winograd (1975)
and an amusing 'imaginary, yet somehow representative conversation' from the procedural-
declarativist feud appears at the end of Winston (1977).

Another related and important example of a fundamental choice in representation is that
between conventional computer programs which operate 'on expected data in known formats using
a prespecified and inflexible control structure' and pattern-directed systems in which parts of the
program are activated whenever certain patterns or structures occur in the data (Waterman &
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Hayes-Roth, 1978 A). Pattern-directed inference systems and production systems are being used more
and more often in practical applications and I shall list some below.

Representation is one issue which has been identified as being of fundamental importance.
Another is that of search. In the case of vision or natural language processing, for example, incoming
information has to gain access to and interact with the appropriate part of the model, so that some
efficient way has to be used to locate this part. Or consider the game of chess. In principle, one could
list all possible games and choose the best move from a particular position by studying this list. In
practice, this is inconceivable for even the fastest computer imaginable, so some simplified search
method has to be found for identifying a good move in a reasonable amount of time. Once again,
both abstract mathematics and the emulation of hypothesized human abilities have led to methods
(Nilsson, 1971; Newell & Simon, 1972; Knuth & Moore, 1975). An interesting discovery of search
theory, which seems at first counterintuitive, is the advantage to be gained by additional complexity.
Waltz (1975), for example, shows how the introduction of the apparently additional complication of
shadows into scenes makes it easier rather than harder to interpret the scene (the introduction
imposes extra constraints on the number of possible interpretations).

It will be evident from the preceding brief sampling of some important issues that certain
areas of study crop up again and again. Particular examples are the topics of natural language
processing and vision. It is perhaps hardly surprising that natural language understanding has
attracted a lot of interest since it can be argued that the same issues are involved in this limited
domain as are involved in more general problems of intelligence, and it is also obvious that language
understanding systems have direct practical application. Once again, many different approaches have
been studied and a vast literature has accumulated. Examples of two different approaches are those
of Winograd (1972) and Weizenbaum (1965). The former uses an internal representation which
enables it to recognize the identity of paraphrases, to understand anaphora, and generally ' to infer
the meaning of questions and commands that would otherwise remain opaque' (Boden, 1977) about
its own (limited) universe. Weizenbaum's program uses pattern-matching processes and applies
simple transformations to input sentences (so it can 'recognize' but not 'understand'). While the
pattern-matching approach is not powerful enough to demonstrate the subtleties of parsing and
comprehension exhibited by the knowledge-based approach, it does have the advantage that, when-
ever the input sentence contains a recognizable pattern, a response of some kind is given. Important
recent developments include attempts to integrate the two approaches (for example, Schank, 1972,
1973; Wilks, 1972, 1976). It may be noted that in testing theories of language it is possible to adopt
different viewpoints: Lehnert (1978) takes question-answering as the main aim, while Davey (1978)
concentrates on discourse production. Examples of frame-based text processing are given by
Cullingford (1977) and Rosenberg (1980). Further, different grammatical theories can be used
(Winograd, 1972, for example, uses Halliday's (1970) 'systemic' grammar rather than Chomsky's
syntactic theory).

Like language, vision is an area of immediate practical relevance (we have all heard how the latest
generation of industrial robots have TV camera eyes to guide their work). Mathematical approaches
(for example, Roberts, 1965) have been used, as also have more psychological based theories.
Winston (1975) provides an excellent introduction. One thing which has become evident as under-
standing has grown is that much computation occurs in natural vision systems. This is only made
feasible by massive computational parallelism - which is again being emulated in artificial systems
(such as the CLIP4).

Natural language and vision are limited domains which have obvious relevance both to theoretical
understanding and to practical applications. Another limited domain, but one which does not have
any obvious practical relevance, is the development of games-playing programs. In fact, many of
the fundamental ideas of AI have been developed in the game arena - and I can do no better than
quote Clarke (1977):

Many of us would maintain that chess, with its simple representation yet deep structure and richly developed
culture, may even be the best system in which to study these problems (that is, Al) in their purest and most
readily quantifiable form.
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Recently, a new branch of AI has become important, namely, the expert system (Waterman &
Hayes-Roth, 1978 a; Michie, 1979, 1980). These are systems which hold representations of a par-
ticular limited domain and can respond intelligently and easily to questions and suggestions. They
can thus act as consultants. I shall illustrate with a few medical examples, though such systems have
been implemented in many different fields, MYCIN (Shortliffe, 1976) identifies bacteria in blood and
urine samples and prescribes appropriate antibiotic treatments; INTERNIST (Pople et al. 1977) yields
diagnoses in internal medicine (within their limited domains MYCIN and INTERNIST perform better
than clinical consultants); PUFF (Kunz, 1978) diagnoses pulmonary function disorder; VM (Fagan,
1978) gives advice on the mechanical ventilation of patients in intensive care. An interesting spin-off
of expert systems (perhaps one to be expected in the light of the comments above) is that the formal-
ization of the domains as computer programs has led to improved understanding and clearer
explanations of the subject matter. Michie (1980) calls this knowledge refining.

It is implicit in the above that such systems can improve their knowledge base by interacting with
a human tutor. It is not so obvious that artificial systems can generate original material. Lenat (1976),
however, has developed a system that searches for potentially interesting mathematical theorems
(as distinct from other systems, which prove theorems). Boden (1977) also makes some telling points
about creativity in AI. Research in other areas within AI has resulted in programs which can do
geometric analogy tests as well as humans, perform symbolic integration better than humans,
beat the world backgammon champion (Berliner, 1980), and make moves which even world
champion chess players initially supposed to be poor until they had thought about it overnight.

We commented above that AI is a young discipline - and as with any young organism it is growing
very rapidly. (There are already several journals devoted solely to AI research.) The reason for its
youth is simply that effective experimentation in AI is entirely dependent on electronic computers,
and these are a relatively recent development. It is even more recently that the importance of user-
friendliness has been recognized. The expert systems discussed above do not give cursory diagnoses
based on statistical analyses of databases: they arrive at their conclusions by interacting (usually in
some subset of natural language) with the user. If asked why they have made an assertion they can
answer - in as much detail as the user requires (see also Fox et al. 1980). One's thoughts inevitably
turn to psychiatric interviews and diagnosis. To some, the very idea is immoral (Weizenbaum, 1976).
But others (Colby, 1967) point out that if computers are helpful and if staffing problems mean there
are too few psychiatrists, then we really have no choice. One must also remember the evidence that
people prefer computer interviews when delicate or anxiety-causing topics are being discussed
(Walton et al. 1973; Lucas et al. 1977).

These points are, however, quite distinct from that which I made at the beginning. Namely, that
when we view AI as modelling man it follows a basically humanist approach, but one which never-
theless permits formal hypothesis formulation and testing.

D. J. HAND
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