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Abstract
Beebe and Buckwalter (2010) made the surprising discovery that people are more inclined
to attribute knowledge when norms are violated than when they are conformed to. The
epistemic side-effect effect (ESEE) is the analogue of the Knobe effect (Knobe 2003a).
ESEE was replicated in a number of experiments. It was also studied under various con-
ditions. We have carried out a meta-analysis of research on ESEE. The results suggest that
ESEE is a robust finding but its magnitude is highly variable. Two study-level covariates influ-
ence its size: the subject of the knowledge attribution (agent vs third-party) and the type of
norm that is violated or complied with. The effect size is not influenced, however, by the
manipulation of chances, by whether the story is about a side effect or not, by language or
by question phrasing. The impact of the Gettierization of the story is marginally significant.
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Introduction

The epistemic side-effect effect (ESEE) is an epistemic counterpart of the Knobe effect.
Knobe (2003a) discovered that people tend to ascribe intentionality to unintended side
effects of an intentional action when the side effect violates some norm (Knobe 2007,
2010; Holton 2010; Robinson et al. 2015) but not when it does not. Although the Knobe
effect was foreshadowed in philosophical discussions (Harman 1976), its robustness was
of concern especially to theorists dealing with intentional action. Beebe and Buckwalter
(2010) found a similar effect for knowledge attributions. They used the environment
vignettes of Knobe’s (2003a) study but asked participants about knowledge rather
than intentionality. Quite unexpectedly, they found that the attributions of knowledge
that a norm-violating side effect would occur are stronger than the attributions of
knowledge that a norm-conforming side effect would occur. These results, which
have been repeated in many later studies, pose a challenge to traditional epistemology,
according to which the normative valence of a result has no bearing on the attribution
of knowledge.

The main aim of this paper is to assess the existence and the magnitude of ESEE by
means of meta-analysis. We have identified eight study-level factors, which correspond
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to the most common types of design changes with respect to Beebe and Buckwalter’s
(2010) experiment (section 1). In section 2, we describe the methods we have used
in data selection and analyses. In section 3, we present the results of various
meta-analyses conducted. The results are then discussed in section 4.

1. Study-level factors

Most studies on ESEE introduce some variations to the experimental design by Beebe
and Buckwalter (2010). Only a small minority of studies are direct replications of the
original experiment. The most common types of such changes include: the type of
norm involved, the type of scale used, the phrasing of the question, the language of
the study, the manipulation of the chances of the side effect, the Gettierization of the
story, the type of effect involved, and the subject of the knowledge attribution. Using
a meta-analytical approach, we wanted to check whether the asymmetry in knowledge
attributions in these cases is comparable in magnitude to the original effect size found
by Beebe and Buckwalter (2010). A summary of all study-level factors alongside with
the coding scheme that was used in the meta-analyses can be found in Table 2.

1.1. Type of norm

The study conducted by Beebe and Buckwalter (2010) used the environment vignettes
introduced by Knobe (2003a). In brief, the chairman of a company is told that a new
programme will increase the company’s profits but (and) will also have the side effect of
harming (helping) the environment; the chairman does introduce the programme thus
harming (helping) the environment.

There is a consensus in the literature that the norm (“do not harm the environ-
ment”) that is violated in the negative condition has a moral (or a quasi-moral) char-
acter. The Knobe effect was successfully replicated for other kinds of norms: aesthetic
(Knobe 2004), legal (Knobe 2007) and conventional (Knobe and Mendlow 2004)
norms. As an epistemic counterpart to the Knobe effect, ESEE was also tested on a var-
iety of stories where other kinds of norms were violated (Beebe and Jensen 2012; Beebe
2016). It is natural to suppose that violations of moral norms generate a more pro-
nounced asymmetry compared with non-moral ones. Indeed, moral considerations
have been shown to affect the attribution of various mental and non-mental concepts
(for a summary and discussion, see e.g. Knobe et al. 2012). We thus decided that we will
focus on whether the norm is moral or not.

We encountered two problems when coding the studies. First, more than one normwas
invoked in some vignettes. For example, in Knobe’s (2007) Nazi study, there is a moral but
also a legal norm. An immoral law is violated in the negative condition, while it is complied
with in the positive condition. Second, the question that was asked of the participants could
make one normmore salient. Indeed, in the Nazi study, the question that is asked concerns
the violation of the legal (rather than the moral) norm. In Nadelhoffer’s (2004) dice scen-
arios, some questions concerned killing (violation of amoral norm)while others concerned
throwing a six (there is no general norm against throwing a six).

To take these problems into account, we decided to code the studies in three
different ways:

• Present (Is any moral norm present?) adopts the value “true” if some moral norm
is in play in the negative condition; it adopts the value “false” otherwise;
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• Salient (Is any moral norm salient?) adopts the value “true” if some moral norm is
contextually salient in the negative condition; it adopts the value “false” otherwise
(if the salient norm is not moral or if no norm is made salient);

• Violated (Is any moral norm violated?) – adopts the value “true” if some moral
norm is violated (directly or indirectly) by the agent’s action in the negative con-
dition; it adopts the value “false” otherwise.

It should be stressed that all coding schemes were based only on the negative con-
dition. This was to ensure a consistent coding especially in cases where multiple norms
were at stake. We took the norm to be contextually salient when its content was directly
involved in the content of the knowledge claim. For example, knowledge that the envir-
onment would be harmed or that someone would be killed was taken to involve a sali-
ent moral norm. By contrast, knowledge that organizational changes would violate the
requirements of the law was taken to involve a salient non-moral (legal) norm (Salient
was assigned the value “false”). Likewise knowledge that Donald is in Italy or that the
die comes up six was not taken to involve any salient norm (Salient was assigned the
value “false”).

To illustrate the difference between these three coding schemes (see Table 1), let us
consider the Nazi study (Knobe 2007; Beebe and Jensen 2012) and the Dice study
(Nadelhoffer 2004; Paprzycka-Hausman 2020). In the Nazi study, a legal norm rather
than a moral norm is contextually salient since the participants were asked whether “the
CEO knew that the organizational changes would violate the requirements of the law”
(Beebe and Jensen 2012). However, a moral norm is also in play – complying with the
law would result in some people being sent to concentration camps, while violating the
law might save them from the horrible fate (Present adopts the value “true”). The Nazi
study is structured in such a way that the violation of the salient (non-moral) norm (in
the negative condition) involves complying with the moral norm. In other words, in the
negative condition, on which the coding decisions are based, no moral norm is violated
(Violated adopts the value “false”).

In the negative condition of Nadelhoffer’s (2004) dice scenarios (Immoral Dice),
throwing a six results in detonating a bomb and killing Smith. It is thus rather clear
that a moral norm is violated and thus that some moral norm is present (Present
and Violated are thus “true”). Whether a moral norm is salient depends on the question
asked. Indeed, in one group (Immoral Dice – Killing), participants were asked about the
intentionality of killing Smith. Clearly, the norm that is made salient by this question is
moral. In another group, which was given the very same vignette, the question asked
was about the intentionality of throwing a six (Immoral Dice – Six). In the latter
group, it is not so clear whether the norm that is made salient by the question is
moral. On a narrow interpretation, since there is no norm against throwing dice
(including throwing six) in general, the question does not make any moral norm salient.
On a wider interpretation, one could argue that the question does make a moral norm
salient since, in this particular case, the protagonist ought not to throw the die at all
given the possible consequence of throwing a six.

We decided to adopt the narrow interpretation of Salient for at least two reasons. First,
on the wider interpretation, there would be no difference between the Salient and the
Violated coding schemes. Second, Nadelhoffer’s (2004) study shows that people’s
responses are affected by what norm is salient in norm-violation conditions, which jus-
tifies the introduction of both coding schemes. In the Immoral Dice scenario, he obtained
a striking difference in the attributions of intentionality to killing Smith (87.5%) and
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throwing a six (55%). In this scenario (irrespective of the question that is asked), Smith
is killed and thus a moral norm is violated (Violated = true in both groups “Immoral
Dice – Killing” and “Immoral Dice – Six”). The Salient coding scheme allows to capture
the difference between the group that is asked about killing Smith (Salient = true in the
“Immoral Dice – Killing” group) and the group that is asked about throwing a six
(Salient = false in the “Immoral Dice – Six” group). A moral norm is salient only
when participants are explicitly asked whether Smith was killed intentionally.

1.2. Scale

In contrast to Knobe’s (2003a) study on the attribution of intentionality, Beebe and
Buckwalter (2010) used a non-dichotomous scale. Beebe and Jensen (2012) were the
first to raise the problem that the specifics of the scale used to collect responses may
matter. However, they attempted to show that ESEE occurs regardless of the scale
used. In the literature on ESEE, several types of non-dichotomous scales are present:

• 5-point Likert scale (Turri 2014; Paprzycka-Hausman 2021c),
• 7-point Likert scale from −3 to 3 (Beebe and Buckwalter 2010; Beebe and Jensen
2012; Beebe 2013; Buckwalter 2014; Beebe 2016; Paprzycka-Hausman 2020),

• 7-point Likert scale from 1 to 7 (Beebe and Jensen 2012; Beebe and Shea 2013;
Beebe 2016; Wilkenfeld and Lombrozo 2020; Yuan and Kim 2021),

• 8-point Likert scale (Ziółkowski et al. Ms a, b),
• 100-point visual analogue scale (Dalbauer and Hergovich 2013).

Relatively few studies have been conducted on dichotomous scales (e.g. Beebe and
Jensen 2012; Paprzycka-Hausman 2020). Finally, some studies use so-called weighted
scales, which combine binary responses with confidence ratings (Turri 2014; Yuan
and Kim 2021). They constitute an interesting middle ground between dichotomous
and non-dichotomous scales. The weighting makes them comparable to non-
dichotomous scales but the fact that participants need to take a clear stand on the
question makes them comparable to dichotomous scales. We coded them as non-
dichotomous scales.

1.3. Question phrasing

Two different question probes are used across research on ESEE. In several studies, par-
ticipants were asked directly about the protagonist’s knowledge (knowledge probe). For
example, they were asked “Did the chairman know that the program would harm/help
the environment?”. Such a probe was used, among others, by Beebe and Buckwalter
(2010), Beebe (2013) and Turri (2014). In other studies, participants were asked to

Table 1. The type norm in the Nazi study (Knobe 2007; Beebe and Jensen 2012) and in Dice studies
(Nadelhoffer 2004; Paprzycka-Hausman 2020; see text for explanation) according to three coding
schemes

Nazi Dice – killing Dice – throwing six

Present + + +

Salient – + –

Violated – + +
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what extent they agree or disagree with a claim about the protagonist’s knowledge
(agreement probe). For example, they were asked “To what extent do you agree that
the chairman knew that the program would harm/help the environment?”. The agree-
ment probe was used for example by Dalbauer and Hergovich (2013), Buckwalter
(2014) and Paprzycka-Hausman (2020).

Interestingly, this distinction in the phrasing of the question does not overlap with
the use of dichotomous and non-dichotomous scales. Several studies (Beebe and
Buckwalter 2010; Beebe and Jensen 2012; Beebe 2013) used a knowledge probe and a
non-dichotomous scale. On the other hand, Yuan and Kim (2021) used an agreement
probe and a dichotomous scale (as their first question). Next, they inquired about the
level of confidence on a non-dichotomous scale.

Questions differed also with regard to the exact content of the knowledge claim. We
address this issue separately (see section 1.9).

1.4. Language

The vast majority of research on ESEE has been conducted in English. However, ESEE
has been replicated in German (Dalbauer and Hergovich 2013), Mandarin Chinese
(Yuan and Kim 2021), Korean (Yuan and Kim 2021), and Polish (Ryszkowska et al.
Ms; Zaręba Ms). However, very few of those studies were replications of Beebe and
Buckwalter’s (2010) experiment. Only the German study and one of the Polish studies
(Zaręba Ms) employed a translated version of Knobe’s (2003a) environment story.
Moreover, the German study used a 100-point visual analogue scale and an agreement
probe rather than the knowledge probe.

In the analysis, we decided to consider whether ESEE is in some way specific to
English speakers or more pronounced in English. All non-English studies were thus
coded as “other”.

1.5. Chances

Beebe and Buckwalter (2010) did not manipulate the probability of the side effect. They
used Knobe’s (2003) environment vignettes where the chances are not specified and
open to participants’ interpretation. Some researchers hypothesized that at least some
part of the effect can be explained by the fact that participants’ estimations of probabil-
ities differ in the positive cases and in the negative cases. Indeed, chances were manipu-
lated in several experiments (e.g. Beebe and Jensen 2012; Paprzycka-Hausman 2020). In
all studies where probabilities were explicitly stated to be low (“low chances”, “slight
chances”, “1%”, etc.), Chances adopts the value “low”. It adopts the value “normal”
otherwise, i.e. for experiments where either the chances were stated to be high (“high
chances”, “99%”, “certain”, “very strong chance” etc.) or they were not stated at all.
Notably, the first study on ESEE that manipulated chances (Experiment 5 in Beebe
and Jensen 2012) is not included in the analysis because the authors’ manipulation
was not systematic enough. There were only two groups in the experiment: the low-
chance harm condition and the high-chance help condition (see section 2.2).

1.6. Gettierization

Several studies (Beebe and Shea 2013; Buckwalter 2014; Turri 2014; Yuan and Kim
2021) concerned the Gettierized epistemic side-effect effect (GESEE). In Gettierized
cases, the protagonist has a true and justified belief but some epistemic luck is involved.
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Indeed, research shows that people tend not to attribute knowledge in Gettierized cases
(Beebe and Shea 2013). However, respondents are more willing to attribute knowledge
in Gettierized Knobe-type cases where the outcome of the action is negative. GESEE
was tested both on Gettierized Knobe-type scenarios (Beebe and Shea 2013) as well
as on new vignettes (Beebe and Shea 2013; Buckwalter 2014; Turri 2014; Yuan and
Kim 2021). The results obtained for English have been replicated to some extent in
Korean and Mandarin Chinese (Yuan and Kim 2021).

1.7. Effect type

The vast majority of the studies concerned the asymmetrical attribution of knowledge
in scenarios that involved a side effect. However, an asymmetry in knowledge attribu-
tions between normatively negative and positive cases was also found in scenarios where
there is no side-effect effect: some Gettier-type scenarios (e.g. Beebe and Shea 2013) or
Butler-like scenarios (e.g. Paprzycka-Hausman 2020). We decided to include those
studies as well but to distinguish them from the others by taking the effect type into
consideration.

This decision might look controversial in view of the fact that the very name of the
effect under consideration mentions side effects. Indeed, some authors take the
Knobe effect to be the discovery that people tend to attribute intentionality in
cases where the side effect of an intentional action violates a norm but not in
cases where it conforms to a norm. It should be pointed out, however, that it is
not uncontroversial to view the Knobe effect as the side-effect effect for intentionality
attributions. After all, the asymmetry in intentionality attributions between norma-
tively positive and negative cases was empirically discovered and intuitively predicted
not only for the side-effect scenarios but also for Butler-type scenarios where the
resulting action (main effect) is obtained via luck rather than skill (Harman 1976;
Butler 1978; Knobe 2003a, b). Moreover, most accounts of the Knobe effect typically
apply to both kinds of cases (e.g. Hindriks 2008, 2011; Knobe 2010; Alfano et al.
2012). It is, of course, historically true that ESEE has been found for Knobe’s (2003a)
side-effect scenarios. However, to the extent that a unified account of the intentionality
attributions and knowledge attributions is at all conceivable (see e.g. Alfano et al.
2012), it is worth including both types of situations in which the original asymmetries
in intentionality attributions were found.

1.8. Subject of the knowledge attribution

Beebe and Buckwalter (2010) asked the participants whether the protagonist of the
story, the chairman, knew that the side effect would occur. In several other studies
(Beebe and Shea 2013; Buckwalter 2014; Beebe 2016; Yuan and Kim 2021), the question
asked concerned not the protagonist of the story but some other person (third-party
observer, etc.). In some but not all of these studies, a similar asymmetry in knowledge
attributions was observed.

It is worth pointing out that the replicability of ESEE for the third-party subject is
not convincingly established. Some authors have found that the attribution of knowl-
edge to the third person differs from the attributions of knowledge to the agent
(Buckwalter 2014; Yuan and Kim 2021) while others have not (Beebe 2016).
Meta-analysis should help in evaluating the strength of the evidence for the third-party
ESEE and in comparing its magnitude to the first-party ESEE.
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1.9. Factors not taken into account in the meta-analysis

Let us briefly note several factors that differentiate the various versions of ESEE studies,
which we decided not to consider in our meta-analysis.

The studies differ in how the side effect is described as well as in the content of the
knowledge attribution. In some vignettes, it is just described generally as harming/help-
ing the environment. In others, a more detailed description is given, e.g. as harming/
improving water quality (Beebe and Shea 2013; Turri 2014) or as being poisonous/bene-
ficial to the crops (Buckwalter 2014; Yuan and Kim 2021). Some researchers ask
whether the agent knew that his or her action would have a certain (side) effect
(“The mayor knew that by signing the contract he would create/cut jobs”, see
Buckwalter 2014). Others ask whether the agent knew that the result of his action
would have a certain side effect (e.g. “The chairman knew that the new program
would harm/help the environment”, see for example Beebe and Buckwalter 2010;
Beebe and Jensen 2012; Dalbauer and Hergovich 2013). Still others ask whether the
agent knew that the side effect would occur (e.g. “The CEO knew that local water qual-
ity levels were going to rise/fall”, see for example Beebe and Shea 2013). In many studies,
it is unclear what the exact content of the knowledge claim is. We did not take such
differences in content as a separate factor in the meta-analysis.

We did not check whether the asymmetry in knowledge attribution is affected by
whether the agent is an individual or a group (the group effect was examined in
Ziółkowski et al. Ms a, b and Ryszkowska et al. Ms). We also did not consider factors
related to the method of conducting the study or recruitment procedure, for example
whether the respondents were remunerated, whether they were college students,
whether they were recruited through social media or through crowdsourcing websites
such as mTurk or Prolific.

2. Materials and methods

2.1. Data sources and searches

A literature search for research on ESEE was performed by means of Google Scholar.
First, a list of all papers that cite Beebe and Buckwalter’s (2010) paper was generated.
We assumed that papers that present new experimental data on ESEE would refer to
the original experiment. The list was then analysed by two of us (KK and BM) to single
out those studies that contain new results. Several studies that are not published at this
moment were also included. For safety, meta-analysis was conducted for all studies as
well as, independently, for only those studies that were published.

2.2. Study selection

We selected only studies that simultaneously satisfy the following three criteria. First,
the design must include a negative and a positive (or neutral) condition. Second, the
participants must be asked about knowledge. Third, the experiment must have a
between-subject design.

Negative and positive/neutral condition. We included studies that involved various
kinds of norms (moral, legal, aesthetic, etc.). However, we excluded experiments that
used only a norm-violating or only a norm-conforming/neutral version of the vignette.
A good example is the study reported by Beebe and Jensen (2012: 700), which manipu-
lated the character of the agent but only in negative conditions (the norm-violating side
effect was a person dying of starvation).
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We also decided to include studies that had neutral rather than positive conditions. In
some studies on Getterized ESEE (e.g. Beebe and Shea 2013), three conditions were pre-
sent: a neutral condition (“unGettiered”), a Gettierized neutral condition (“Gettier”) and a
Gettierized harm condition (“Significant Harm”). We treated the latter two (“Gettier” and
“Significant Harm”) as a pair with “Significant Harm” as the negative condition.

Question about knowledge. Many phenomena are described as ESEE. There is a
growing body of literature concerning ESEE for belief attribution (e.g. Alfano et al.
2012; Beebe 2013; Robinson et al. 2015) or justification attribution (Turri 2014). Our
focus was on the attributions of knowledge. We have thus employed a simple rule: a
study was selected if participants were asked about their attribution of knowledge to the
protagonist or the observer. This rule allowed to include studies where other questions
(e.g. questions about belief attribution) were also asked.

Between-subject design. We decided to include only between-subject studies. In gen-
eral, one can doubt whether between-subject and within-subject experiments test the
same phenomena (Charness et al. 2012; Ziółkowski 2017). In the literature on the
Knobe effect, there are a few within-subject studies (see Nichols and Ulatowski 2007;
Pinillos et al. 2011) but the same general worry can be raised. As a matter of fact, it
turned out that there are no within-subject studies on ESEE yet.

2.3. Data extraction

The selection of studies was done by two of us (KK and BM). Disagreements were
resolved in a group discussion with the remaining authors. Two of us performed the
data extraction task. For each study, we identified the number of participants per
group together with the descriptive statistics and we coded 8 study-level covariates.
The resulting data were cross-checked twice by the remaining authors. In cases
where the necessary statistics were not reported in a paper, they were supplemented
by the authors.1

2.4. Data imputation and conversion

We used standardized mean difference (Cohen d, SMD) as a measure of the effect size.
There were two problems with that choice. First, the majority of studies did not report
this statistic. Second, for experiments with a forced-choice paradigm, the appropriate
effect size must be computed and then converted to d. For data imputation (missing
statistics) and conversion (from Odds Ratio to Cohen’s d), we used the procedure
and equations described in Appendix A.

2.5. Data synthesis and analysis

Two types of analyses were carried out. First, we assessed the overall meta-analytic
evidence for the stability, size, and heterogeneity of ESEE. The analysis also allows to
assess the publication bias. Second, meta-regression with selected study-level covariates
was performed.

For factorial designs, i.e. for the majority of selected experiments, each pair of sub-
groups (negative vs positive/neutral subgroup) was treated as a unit of analysis
(Borenstein et al. 2009), i.e. as a single study (henceforth we use the term ‘study’ in

1All researchers we contacted provided us with the additional data, for which we are very grateful.
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this sense). The resulting analysis is thus more granular with respect to selected covari-
ates (section 3.6). In other words, an experiment that also manipulates factors other
than the normative valence of the side effect was counted as multiple studies. For
example, Beebe and Jensen’s (2012) experiment 1 has a 2 (normative valence of the
side effect: positive vs negative) × 2 (type of scale: dichotomous vs Likert) design. For
the purpose of our analyses, it was counted as two studies.

Overall meta-analytic effect. Four analyses of the first type were conducted: (1)
meta-analysis of all (published and unpublished) studies (section 3.2), (2) meta-analysis
of all published studies (section 3.3), (3) meta-analysis of close replications (section 3.4)
and (4) meta-analysis of studies on third-party ESEE (section 3.5). We took a close
replication to involve studies that used Knobe’s (2003a) environment vignettes or their
translation. In particular, they were not Gettierized, there was no group subject, and the
chances of the side effect were not manipulated. In all the analyses, we used the
random-effects model with the restricted maximum likelihood (REML) heterogeneity
estimator (Viechtbauer 2010), which is available in R metafor package. For each study
(pair of negative and non-negative conditions) we calculated Cohen’s d (Standardized
Mean Difference, see Appendix A for details of the conversion procedure).

Publication bias. It is well known that research in which some effect is observed,
especially a sizable one, is more likely to be published than research with no or slight
differences between conditions (see Dickersin 2005). If ESEE were not observed in
many unpublished studies then our data set would be biased. Consequently, the results
of the meta-analysis would not tell us much about the true magnitude of the effect.2

Three methods were used to assess a possible bias in the meta-analysis: visual inspec-
tion of funnel plots, formal statistical test for the asymmetry of funnel plots (Egger et al.
1997; Sterne and Egger 2005) and p-curve analysis (Simonsohn et al. 2014a, b). Let us
briefly explain the first method. In a funnel plot, effect sizes of the studies are plotted
on the x-axis and the standard errors of these effect sizes (precision of the studies) are
plotted on the y-axis. If there is no publication bias, studies will be distributed symmetric-
ally around the meta-analytic estimate of the effect size: more precise studies will be clus-
tered more tightly while less detailed studies more loosely. Publication bias can be observed
as an asymmetry in the distribution of effect sizes. It will be especially pronounced towards
the bottom of the plot where small (less precise) studies are represented.

In cases where the asymmetry was present (i.e. it was confirmed by the formal test or
by visual inspection of the funnel plot), we estimated its impact on the meta-analytic
effect size by means of two further methods: the outlier-removal and the
Trim-and-Fill method. The first method of evaluating the severity of the potential
bias was to exclude outlier studies from further analysis. A study was taken to be an
outlier if the confidence interval of the effect size in that study did not overlap with
the confidence interval of the meta-analytic estimate obtained from all studies. In the
Trim-and-Fill approach (Duval and Tweedie 2000a, b), one first removes those studies
that cause the funnel plot asymmetry. The trimmed funnel plot is then used to calculate
the estimated true effect. The removed studies are then brought back and mirrored
onto the other side of the funnel plot. The meta-analytic effect size and the confidence
interval with the imputed “fictional” studies is then computed.

Finally, we used p-curve analysis, which is designed to detect p-hacking and publi-
cation bias. It assumes that if studies have evidential value (i.e. a true effect exists),

2Language is another factor that contributes to bias. Studies in English are much easier to find and are
published more often.
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p-values smaller than 0.05 should have a right-skewed distribution. We used the dmetar
R package (Harrer et al. 2019), which offers two statistical tests: the right-skewness test
(which determines whether evidential value is present) and the flatness test (which
determines whether evidential value is absent).

Meta-regression. The second type of analysis conducted was meta-regression with
selected study-level covariates (see Table 2) as categorical moderators (section 3.5).
Following the procedure described by Assink and Wibbelink (2016), metafor package
was used to fit the three-level meta-analytic model.

Heterogeneity. The I2 and T statistics were used as a measure of heterogeneity. I2

describes the proportion of variation across studies that is attributable to heterogeneity
rather than chance. T is an estimate of the standard deviation of true effects. These two
measures taken together allow to assess the overall variability of ESEE.

3. Results

In section 3.1, the results of our research selection and coding are summarized. We also
present the results of meta-analyses conducted on all (including unpublished) studies (sec-
tion 3.2), on published studies (section 3.3), on close replications of the original experiment
(section 3.4), on studies that tested the third-party ESEE (section 3.5). Finally, the results of
meta-regression with selected study-level covariates are shown (section 3.6).

3.1. Studies and data

We found 14 published and 5 unpublished papers that report new experimental results
on ESEE (see section 2.1). Altogether, 98 studies (pairs of a negative and a positive/neu-
tral condition, see section 2.5) were identified as eligible for analysis (see section 2.2), of
which 78 were published and 19 were unpublished. Several studies reported in eligible
papers had to be excluded because not all three criteria were met (the exclusions are
explained in Appendix C). Altogether, ESEE was tested on 12,568 respondents.

Table 2 provides a summary of all study-level factors alongside with the coding
scheme that was used in the meta-analysis. It also includes the overall number of
responses3 for each level of the variable across all studies. Appendix B provides a list
of all studies included in the meta-analysis together with the information on effect
sizes,4 study-level covariates and sample sizes.

3.2. Meta-analysis of all studies

The results of the meta-analysis of all the studies are presented as a forest plot (Figure 1).
The meta-analytic estimate of the effect size (d = 0.64, 95% CI: 0.55–0.72) is slightly

3In Table 2, we report the number of responses, not the number of participants. For two experiments
(Dalbauer and Hergovich 2013; Ziółkowski et al. Ms a, b), the number of participants is lower than the
number of responses. In the former case, the same subjects were given the vignettes of two different studies.
In the latter case, the subjects were asked two knowledge questions, which we treated as two studies.

4Guided by a reviewer’s suggestion we included both Cohen’s d and another measure of the effect size,
viz. the difference between the two conditions expressed in percentage of the total scale (e.g. the difference
of 2.0 on the 1–7 scale amounts to 33.3%). For studies that used dichotomous scale, the reported effect size
is the difference in proportions of positive answers between two conditions (e.g. in the case of 60% of
knowledge attributions in the “negative” condition and 40% in the “positive” condition, the reported effect
size is 20%).
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Table 2. Study-level factors and coding scheme.

Factor Values (total number of responses) – descriptive value (papers included)

1a. Salient 0 (n = 10151) “true” (Beebe and Buckwalter 2010; Beebe and Jensen 2012;
Dalbauer and Hergovich 2013; Beebe 2013; Beebe and Shea 2013; Turri
2014, Beebe 2016; Paprzycka-Hausman 2020, 2021a, b; Wilkenfeld and
Lombrozo 2020; Yuan and Kim 2021; Paprzycka-Hausman et al. Ms;
Zaręba Ms; Ziółkowski et al. Ms a, b).

1 (n = 3676) “false” (Beebe and Jensen 2012; Beebe 2013; Beebe and Shea
2013; Dalbauer and Hergovich 2013; Buckwalter 2014; Beebe 2016;
Paprzycka-Hausman 2020, 2021c; Wilkenfeld and Lombrozo 2020;
Ryszkowska et al. Ms).

1b. Present 0 (n = 11607) “true” (Beebe and Buckwalter 2010; Beebe and Jensen 2012;
Beebe 2013; Beebe and Shea 2013; Dalbauer and Hergovich 2013;
Buckwalter 2014; Turri 2014; Beebe 2016; Paprzycka-Hausman 2020,
2021a, b, c; Wilkenfeld and Lombrozo 2020; Yuan and Kim 2021;
Paprzycka-Hausman et al. Ms; Zaręba Ms; Ziółkowski et al. Ms a, b).

1 (n = 2220) “false” (Beebe and Jensen 2012; Dalbauer and Hergovich 2013;
Beebe 2013; Beebe and Shea 2013; Beebe 2016; Wilkenfeld and Lombrozo
2020; Yuan and Kim 2021; Ryszkowska et al. Ms).

1c. Violated 0 (n = 11067) “true” (Beebe and Buckwalter 2010; Beebe and Jensen 2012;
Beebe 2013; Beebe and Shea 2013; Dalbauer and Hergovich 2013;
Buckwalter 2014; Turri 2014; Beebe 2016; Paprzycka-Hausman 2020,
2021a, b, c; Wilkenfeld and Lombrozo 2020; Yuan and Kim 2021;
Paprzycka-Hausman et al. Ms; Zaręba Ms; Ziółkowski et al. Ms a, b).

1 (n = 2760) “false” (Beebe and Jensen 2012; Beebe 2013; Beebe and Shea
2013; Dalbauer and Hergovich 2013; Beebe 2016; Wilkenfeld and
Lombrozo 2020; Ryszkowska et al. Ms).

2. Scale 0 (n = 2390) – “dichotomous” (Beebe and Jensen 2012; Paprzycka-
Hausman 2020, 2021a; Paprzycka-Hausman et al. Ms; Zaręba Ms).

1 (n = 11437) – “non-dichotomous” (Beebe and Buckwalter 2010; Beebe and
Jensen 2012; Beebe 2013; Beebe and Shea 2013; Dalbauer and Hergovich
2013; Buckwalter 2014; Turri 2014; Beebe 2016; Paprzycka-Hausman
2020, 2021a, b; Wilkenfeld and Lombrozo 2020; Yuan and Kim 2021;
Paprzycka-Hausman et al. Ms; Ryszkowska et al. Ms; Zaręba Ms;
Ziółkowski et al. Ms a, b).

3. Question
phrasing

0 (n = 3591) - “knowledge probe” (Beebe and Buckwalter 2010; Beebe and
Jensen 2012; Turri 2014; Paprzycka-Hausman 2020, 2021a; Yuan and Kim
2021; Paprzycka-Hausman et al. Ms; Zaręba Ms).

1 (n = 10236) – “agreement probe” (Beebe 2013; Beebe and Shea 2013;
Dalbauer and Hergovich 2013; Buckwalter 2014; Turri 2014; Beebe 2016;
Paprzycka-Hausman 2020, 2021a, b, c; Wilkenfeld and Lombrozo 2020;
Yuan and Kim 2021; Ryszkowska et al. Ms; Zaręba Ms;
Paprzycka-Hausman et al. Ms; Ziółkowski et al. Ms a, b).

4. Language 0 (n = 9722) – “English” (Beebe and Buckwalter 2010; Beebe and Jensen
2012; Beebe 2013; Beebe and Shea 2013; Buckwalter 2014; Turri 2014;
Beebe 2016; Wilkenfeld and Lombrozo 2020; Paprzycka-Hausman 2000,
2021a, b, c; Paprzycka-Hausman et al. Ms; Ziółkowski et al. Ms a, b).

1 (n = 4105) – “other” (Dalbauer and Hergovich 2013; Yuan and Kim 2021;
Ryszkowska et al. Ms; Zaręba Ms).

5. Chances 0 (n = 11961) “normal chances” (Beebe and Buckwalter 2010; Beebe and
Jensen 2012; Beebe 2013; Beebe and Shea 2013; Dalbauer and
Hergovitch 2013; Buckwalter 2014; Turri 2014; Beebe 2016;
Paprzycka-Hausman 2020, 2021a, b, c; Wilkenfeld and Lombrozo 2020;
Yuan and Kim 2021; Paprzycka-Hausman et al. Ms; Ryszkowska et al. Ms;
Zaręba Ms; Ziółkowski et al. Ms a, b).

(Continued )
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smaller than the original effect size in Beebe and Buckwalter’s (2010) experiment (d =
0.74). According to the rules of interpreting Cohen’s d (Cohen 1988; Sawilowsky 2009;
Gignac and Szodorai 2016; Lovakov and Agadullina 2021), the effect size is “moderate
to large”.

There is a high variance of effect sizes (T = 0.34) and a large heterogeneity of the
effect estimates (I2 = 77.40%). Figure 2 shows a funnel plot for all studies included in
the analysis. The distribution of medium to large studies (high-precision studies)
around the summary effect size seems to be symmetrical. However, visual inspection
of the plot shows a striking asymmetry for small studies (small-precision studies).
The regression test for asymmetry (Egger et al. 1997; Sterne and Egger 2005) shows
that the asymmetry of the distribution is statistically significant (t(96) = 3.90, p < 0.001).

Using the Trim-and-Fill method for bias correction (Duval and Tweedie 2000a, b),
17 potentially missing studies on the left side of the plot were identified. A slightly smal-
ler summary effect size d = 0.52 (95% CI: 0.43–0.61) with larger heterogeneity (I2 =
84.19%, T = 0.44) and no detectable asymmetry in study distribution ( p = 0.68) was
obtained. The removal of outliers (22 studies) produces comparable results (d = 0.63,
95% CI: 0.57–0.68, I2 = 33.08%, T = 0.13, test for asymmetry: p = 0.068).5 Figure 3
shows the results obtained by these two methods.

P-curve analysis for all studies shows no evidence of p-hacking or publication bias
(right-skewness test: z =−22.96, p < 0.001; flatness test: z = 15.77, p > 0.999; more
detailed results and plots are available in Appendix D).

Table 2. (Continued.)

Factor Values (total number of responses) – descriptive value (papers included)

1 (n = 1866) “low chances” (Paprzycka-Hausman 2020, 2021a;
Paprzycka-Hausman et al. Ms);

6. Gettierization 0 (n = 10467) – “not Gettierized” (Beebe and Buckwalter 2010; Beebe and
Jensen 2012; Beebe 2013; Dalbauer and Hergovitch 2013; Turri 2014;
Beebe 2016; Wilkenfeld and Lombrozo 2020; Paprzycka-Hausman 2020,
2021b; Yuan and Kim 2021; Paprzycka-Hausman et al. Ms; Ryszkowska
et al. Ms; Zaręba Ms; Ziółkowski et al. Ms a, b).

1 (n = 3360) – “Gettierized” (Beebe and Shea 2013; Buckwalter 2014; Turri
2014; Paprzycka-Hausma 2021c; Yuan and Kim 2021).

7. Effect type 0 (n = 12089) – “side effect” (Beebe and Buckwalter 2010; Beebe and
Jensen 2012; Beebe 2013; Beebe and Shea 2013; Dalbauer and
Hergovitch 2013; Buckwalter 2014; Turri 2014; Beebe 2016; Wilkenfeld and
Lombrozo 2020; Paprzycka-Hausman 2021a, b, c; Yuan and Kim 2021;
Paprzycka-Hausman et al. Ms; Zaręba Ms, Ziółkowski et al. Ms a, b).

1 (n = 1738) – “other” (Beebe and Shea 2013; Paprzycka-Hausman 2020,
2021a).

8. Subject 0 (n = 11964) “first person” (Beebe and Buckwalter 2010; Beebe and Jensen
2012; Beebe 2013; Beebe and Shea 2013; Dalbauer and Hergovitch 2013;
Buckwalter 2014; Turri 2004; Beebe 2016; Paprzycka-Hausman 2020,
2021a, b, c; Wilkenfeld and Lombrozo 2020; Yuan and Kim 2021;
Paprzycka-Hausman et al. Ms; Zaręba Ms; Ziółkowski et al. Ms a, b).

1 (n = 1863) “third person” (Buckwalter 2014; Beebe 2016; Yuan and Kim
2021).

5Although the I2 and T statistics are substantially reduced, the outlier-removal method produces unre-
liable estimates of heterogeneity.
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3.3. Meta-analysis of all published studies

The results of the meta-analysis for all studies that were published are presented in
Figure 4. The estimates are almost indistinguishable from those obtained for all studies
(d = 0.61, 95% CI: 0.52–0.70, I2 = 78.42%, T = 0.36).

Figure 1. Forest plot for all studies on
ESEE (distribution of effect sizes and confi-
dence intervals).
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The funnel plot (Figure 5) shows a statistically significant asymmetry (t(77) = 4.25,
p < 0.001). Both methods for correcting asymmetry produced comparable
results (Trim-and-Fill: 12 studies missing, d = 0.50 (95% CI: 0.39–0.60), I2 = 84.88%, T =
0.47; outlier removal: 17 studies; d = 0.59 (95% CI: 0.52 –0.65), I2 = 41.35%, T = 0.16).

P-curve analysis for published studies shows no evidence of p-hacking or publication
bias (right-skewness test: z =−19.24, p <0.001; flatness test: z = 12.95, p >0.999; more
detailed results and plots are available in Appendix D).

3.4. Meta-analysis of close replications

As mentioned earlier, we decided to analyse all studies that were close replications of
Beebe and Buckwalter’s (2010) experiment separately. We took close replications to
be those experiments that used Knobe’s (2003a) environment vignettes or their direct
translations. In close replications, there was no Gettierization and the chances of the
side effect were not manipulated. There were 16 such studies. The results of the
meta-analysis are presented in Figure 6. The summary effect size for close replications

Figure 2. Funnel plot for all studies on ESEE (x-axis: observed effect size; y-axis: precision of study measured by
standard error).

Figure 3. Bias-corrected funnel plots for all studies on ESEE (x-axis: observed effect size; y-axis: precision of
study measured by standard error): Trim-and-Fill method (on the left), outlier-removal method (on the right)
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Figure 4. Forest plot for published studies on ESEE (distribution of effect sizes and confidence intervals).

Episteme 15

https://doi.org/10.1017/epi.2022.21 Published online by Cambridge University Press

https://doi.org/10.1017/epi.2022.21


(d = 0.85, 95% CI: 0.62–1.08) is considerably larger than the summary effect sizes for all
studies and for all published studies.

There is a relatively high variance (T = 0.34) and a large heterogeneity (I2 = 74.27%)
among close replications even though they are relatively homogenous in experimental
design and materials used. Visual examination of the funnel plot suggests that there
might be a slight positive bias of the meta-analytic effect size (see Figure 7).
However, the asymmetry is not statistically significant ( p = 0.095).

The Trim-and-Fillmethod (see Figure 8) produced a considerably smallermeta-analytic
estimate of the effect size (5 studies potentially missing, d = 0.66, 95% CI: 0.42–0.91) with
heterogeneity and variance considerably larger than without it (I2 = 83.66%, T = 0.49).

Again, p-curve analysis for close replication studies shows no evidence of p-hacking
or publication bias (right-skewness test: z =−9.96, p <0.001; flatness test: z = 7.14,
p >0.999; more detailed results and plots are available in Appendix D).

3.5. Meta-analysis of third-party ESEE

Third-party ESEE was tested in 16 studies (cf. section 2.5). The overall meta-analytic
estimate of the effect size was still statistically significant but it was considerably smaller
than in our previous analysis (d = 0.31, 95% CI: 0.12–0.50, p = 0.003). The results of the
analysis are presented in Figure 9. There is no evidence for publication bias in these
studies ( p = 0.38). P-curve analysis for third-party ESEE studies shows no evidence
of p-hacking or publication bias (right-skewness test: z =−4.48, p <0.001; flatness
test: z = 2.21, p = 0.987; more detailed results and plots are available in Appendix D).

3.6. Meta-regression with study-level covariates

The results for meta-regression are presented in Table 3. We have decided to run sep-
arate meta-regressions for all three norm coding schemes: Present, Violated and Salient

Figure 5. Funnel plot for published studies on ESEE (x-axis: observed effect size; y-axis: precision of study mea-
sured by standard error).
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(see section 1.1). All three models are included in Table 3. In all models, the same two
factors affect the size of the asymmetry in knowledge attributions. They both decrease
the asymmetry. The effect size is decreased when (1) a non-moral norm is violated, and
(2) when participants assess knowledge of a third party rather than the agent.

Figure 6. Forest plot for close replications of ESEE (distribution of effect sizes and confidence intervals).

Figure 7. Funnel plot for close replications of ESEE (x-axis: observed effect size; y-axis: precision of study mea-
sured by standard error).
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The model that uses the Present coding scheme also indicates that Gettierization has
a marginally significant negative impact on the effect size. The test for all moderators is
statistically significant for all three models (see “Test for all moderators” in Table 3). It
should be pointed out that much of the variance remains unexplained (see “Test for
residual heterogeneity” in Table 2). We compared the goodness of fit of meta-regression
models using the Akaike information criterion (AIC). The differences were relatively
small but the Present coding scheme turned out to produce the best-fitted model.

4. Discussion

Our analysis established that ESEE is a rather robust phenomenon with conventionally
interpreted moderate to large effect size. It should be stressed that the rules of thumb for
interpreting effect sizes (Cohen 1988; Sawilowsky 2009; Gignac and Szodorai 2016;

Figure 9. On the left: forest plot for third-party ESEE studies (distribution of effect sizes and confidence inter-
vals); on the right: funnel plot for third-party ESEE studies (x-axis: observed effect size; y-axis: precision of study
measured by standard error).

Figure 8. Bias-corrected (Trim-and-Fill) funnel plots for close replications of ESEE (x-axis: observed effect size;
y-axis: precision of study measured by standard error).
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Lovakov andAgadullina 2021) are tailored to disciplines such as social psychology. Even if
the effect size could be interpreted as large, it would still be an open question whether it
would be philosophically significant. Consider the Knobe effect. For Knobe’s (2003a)
study, the summary effect size exceeds that for ESEE (d = 1.53 when the method of con-
verting Odds Ratio to Cohen’s d is used). Of course, to compare ESEE with the Knobe
effect, a meta-analysis of the latter is needed. Still, this difference is notable.

The analysis of funnel plots provides evidence of a slight asymmetry in the distribu-
tion of studies around the summary effect. It is arguable, however, that this does not
indicate a publication bias in the research on ESEE or, more generally, in experimental
philosophy. Rather, the asymmetry is produced by a few low-precision studies that
obtained large effects. In addition, p-curve analysis does not indicate any presence of
p-hacking or systematic publication bias. It is thus reasonable to treat those low-
precision studies as outliers rather than an indication of a more general tendency.
After an appropriate correction, meta-analytic estimates did not change dramatically.
Indeed, ESEE reached statistical significance in the vast majority of studies, including
those that are yet unpublished. ESEE can be thus considered to be a robust phenom-
enon: it is present in experimental setups that use different experimental materials
and procedures.

In all our meta-analyses, there is a large heterogeneity of effect sizes indicated by
high values of I2 and T statistics. Perhaps such variability could be expected since
our sample of studies consists of experiments that differ in many respects. However,
very large dispersion estimates were obtained even for close replications of Beebe and

Table 3. Three meta-regression models (each uses a different norm coding scheme: Salient, Violated,
Present).

Predictor

Salient Violated Present

Cohen’s d p value Cohen’s d p value Cohen’s d p value

(intercept) 0.775 <0.0001 0.782 <0.0001 0.783 <0.0001

Non-moral norm −0.264 0.007 −0.246 0.018 −0.313 0.004

Third-party subject −0.347 0.002 −0.334 0.003 −0.341 0.002

Gettierized story −0.132 0.213 −0.167 0.128 −0.180 0.096

Low chances 0.115 0.462 0.176 0.249 0.175 0.246

Other effect 0.023 0.882 −0.129 0.385 −0.120 0.413

Non-English Language −0.075 0.456 −0.049 0.622 −0.025 0.801

Not published 0.002 0.982 0.004 0.968 −0.003 0.979

“Agreement” phrasing 0.039 0.814 0.017 0.920 0.013 0.934

Dichotomous scale 0.002 0.991 0.009 0.965 −0.002 0.994

Test for all moderators F(9, 88) = 3.460
p = 0.001

F(9, 88) = 3.228
p = 0.002

F(9, 88) = 3.626
p < 0.001

Test for residual
heterogeneity

QE(88) = 284.756
p <0.0001

QE(88) = 286.456
p <0.0001

QE(88) = 282.596
p <0.0001

AIC 111.787 113.565 110.751
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Buckwalter’s (2010) experiment, i.e. for studies that differ only in language, question
phrasing or response scale. These findings indicate that while ESEE is robust, it is
also quite variable. At this point, the sources of its variability are not fully known.
One might perhaps try to explain it by factors such as the demography of the sample
(e.g. university students vs mTurkers), the mode of presentation (online vs pen and
paper) or the method of recruiting participants (crowdsourcing services vs volunteers).

A notable and interesting result of the analysis is the presence of third-party ESEE.
So far, the data were equivocal. The effect was statistically significant in eight studies but
not significant in seven studies. Thus the presence of the effect could not be established
by a mere study count. Our analysis showed that despite the fact that statistical signifi-
cance was not reached in several studies, the overall meta-analytic effect is statistically
significant. The effect size should be interpreted as “small to moderate” (Cohen 1988;
Sawilowsky 2009; Gignac and Szodorai 2016; Lovakov and Agadullina 2021). Notably,
rather large sample sizes were used in several experiments that attempted to replicate
Buckwalter’s (2014) finding. In two of such studies, there was a non-significant differ-
ence in the opposite direction (Beebe 2016; Yuan and Kim 2021). Replication failure in
this case cannot be explained in terms of the low power of the studies in question.
Third-party ESEE should be investigated further though the results of our analysis con-
firm its presence.

Meta-regression analysis shows that two out of eight study-level covariates affect the
magnitude of ESEE: the subject of the knowledge attribution (agent vs observer) and the
type of the norm present/violated/salient (moral vs non-moral). The results also suggest
that Gettierization might play a small role (marginally significant p value).

The change of the subject of knowledge attribution from the agent to the observer
(third-party) decreases the magnitude of the asymmetry. The asymmetry tends to be
smaller when knowledge is attributed to the observer (but, as noted earlier, it is still pre-
sent). In the literature, there are competing explanations of the third-party effect. The
issue has been made even more complicated by the poor replicability of Buckwalter’s
(2014) results. Buckwalter introduced the third-party condition to eliminate a possibil-
ity raised by Alicke (2008) that the folk concept of knowledge is sensitive to moral
evaluation because people want to hold the protagonist responsible for the negative out-
come of his actions. Buckwalter argued that Alicke’s solution is unsatisfactory since the
asymmetry is present even in the attribution of knowledge to a subject who is merely a
witness of events rather than their agent. Our meta-analysis resolves two issues. First, in
normative contexts, there is indeed an asymmetry in the attribution of knowledge to
subjects who are merely witnesses of events but not their agents. Second, there is a sig-
nificant difference in the attribution of knowledge to a protagonist who brings about a
result and a witness who does not actively participate in producing the result. This
alone, of course, does not resolve the question which account of ESEE is more feasible.
It may indicate that explanations that can account for the third-party ESEE are prefer-
rable but there is also a possibility that the assumption that ESEE should be explained
by one account is false. It might be the case that different accounts can explain some
part of the large heterogeneity of the effect sizes that we have observed. Nevertheless
it is important to stress that third-party ESEE should not be overlooked in attempts
to explain ESEE.

The meta-analysis also shows that the asymmetry is generally smaller in those scen-
arios where a non-moral rather than a moral norm is present, violated or made salient
by the question. Clearly, these two different types of norms differ in their scope of
application, in what justifies them, and in people’s reaction to their violation. At first
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glance, a violation of moral standards poses a more serious threat to human well-being.
It is also more strongly condemned than a violation of conventional norms, which typ-
ically do not have such severe consequences. Moreover, moral standards seem to be per-
ceived by people as more general (universal) in scope and more ‘objective’ than
non-moral ones (for critical discussion, see O’Neill 2017). According to some empirical
studies (Van Bavel et al. 2012), moral evaluations are faster, more extreme, and more
strongly associated with universal prescription (such as that nobody or everybody
should engage in action) than non-moral evaluations. This suggests that moral
norms are more prominent than non-moral ones, which might explain the observed
impact.

Our analysis had several interesting negative findings. There were no effects of scale,
effect type (side effect vs other), manipulation of chances, language or question phras-
ing. Let us consider them in turn.

As it turned out, the results obtained using dichotomous and non-dichotomous
scales are comparable. The concern about scales was first raised at the beginning of
research on ESEE by Beebe and Jensen (2012). They found that ESEE was present
when different Likert scales were used as well as when a dichotomous scale was used.
Our results confirm and strengthen their early finding.

We found no general difference between studies that used side-effect stories and those
that used other stories. Recall that in Butler-type scenarios as well as in some Gettierized
studies, the stories are about the main effect rather than about a side effect. This finding
provides further evidence for the claim defended earlier (section 1.7) that the same
kind of phenomenon is manifested in both types of scenarios. It might also be taken to
support the suggestion that the name “side-effect effect” has been coined prematurely.

That no effect of manipulation of chances was found deserves some reflection. When
the event is said to occur with a high probability (or when the probability is not given),
people are more inclined to attribute knowledge that the event will occur in norm-
violation scenarios than in norm-conformity scenarios. Prima facie, when the event
is said to occur with a low probability, people ought not to be inclined to attribute
knowledge that it will occur in either condition. In other words, it would be rational
to expect that the manipulation of chances will decrease the effect. The fact that the
manipulation of chances does not reduce the effect thus calls for an explanation. The
finding seems to undermine probability-based accounts of ESEE (e.g. Dalbauer and
Hergovich 2013).

Language does not have a statistically significant effect either. It would be premature,
however, to generalize from our results and claim that ESEE is cross-linguistically or
cross-culturally universal. Our sample of studies included research in only five
languages – English, German (both are Germanic languages), Polish, Korean and
Chinese. To establish universality for ESEE, one would need to conduct a more system-
atic replication of the original study in different languages and cultures. For now, how-
ever, ESEE seems to be cross-culturally robust. It thus makes its way onto a growing list
of culturally universal epistemic phenomena such as Gettier intuitions (Machery et al.
2017, 2018) or the lack of impact of stakes on knowledge attribution (Rose et al. 2019).

Finally, the phrasing of the question had no impact on the effect size. From a philo-
sophical point of view, the difference between an agreement probe (“To what extent do
you agree …” with different levels of agreement to be marked on the scale) and a
knowledge probe (“Did S know that…” with different levels of knowledge to be marked
on the scale) is obvious. These two formulations operationalize different constructs. If
knowledge were gradable, it would be possible to attribute a “weak” level of knowledge
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with certainty, just as it would be possible to attribute a “high” level of knowledge with
hesitation (cf. Zyglewicz and Maćkiewicz 2019 for discussion of two types of gradabil-
ity). The results of the meta-analysis indicate that as far as experimental studies are
concerned, this difference does not produce different patterns of responses.

5. Conclusions

Our analysis shows that ESEE is a robust though variable effect with a moderate to large
effect size. Our meta-analyses show a large heterogeneity of effect sizes for all studies
considered but, remarkably, also for close replications of Beebe and Buckwalter’s
(2010) experiment. In general, there is no evidence of publication bias in the research
on ESEE.

A notable and interesting result of the analysis is the presence of third-party ESEE.
Despite the fact that statistical significance was not reached in several studies, the overall
meta-analytic effect is statistically significant. The effect size of third-party ESEE should
be interpreted as “small to moderate”.

Meta-regression analysis shows that two out of eight study-level covariates affect the
magnitude of ESEE: the subject of the knowledge attribution (agent vs observer) and the
type of the norm present/violated/salient (moral vs non-moral). The results also suggest
that Gettierization might play a small role (marginally significant p value).

Our analysis also shows that several factors did not have a statistically significant
influence on the effect size. Some of these factors pertained to the language or the
method of study: the type of scale used (dichotomous vs non-dichotomous) and ques-
tion phrasing (agreement vs knowledge probe). The other factors that turned out not to
affect the effect size pertained to the content of the stories. Whether the story was about
a side effect or not turns out not to influence the effect size, which suggests that the
name for ESEE has been coined prematurely. Interestingly, the manipulation of chances
(high/normal vs low) also does not have an impact on the effect size. The size of the
asymmetry in the attributions of knowledge is present even if the chances of the
event are described as low.6
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Appendix A. Procedure used for data imputation and conversion

Computing Cohen’s d
For studies that used a non-dichotomous scale:

1. If Cohen’s d was reported, we used the magnitude reported.
2. If means, standard deviations and sample sizes were reported for each condition, we computed

Cohen’s d from the statistics reported. If standard deviations were not reported, they were computed
from standard errors and sample sizes, if available.

3. If the t test statistic and the sample size for each condition were reported, we used the following
conversion formula:

d = t

�����������
1
n1

+ 1
n2

√

4. If the t test statistic and the total sample size were reported, we used the following conversion
formula:

d =
�����
2t��
n

√
√

5. If only the total sample size was reported but means and standard deviations were provided for each
group, we computed Cohen’s d from the reported statistics on the assumption that number of par-
ticipants was equal for each condition (n1 = n2).

For studies that used a dichotomous scale:

6. If sample sizes as well as either counts or percentages of responses for each condition were reported, we
computed the odds ratio and converted it to Cohen’s d by means of the following conversion formula:

d = lnOR
�
3

√
p

7. If the percentage of responses was reported for each condition but only the total sample size was
provided, we assumed that both groups are of equal size and used method (6) accordingly.

Computing the sampling variance of Cohen’s d
For studies that used a non-dichotomous scale:

8. If separate sample sizes for each condition were reported, we computed the sampling variance of
Cohen’s d by means of the following formula:

Vd = n1 + n2
n1n2

+ d2

2(n1 + n2)

9. If only the total sample size was reported, we used formula from (8) assuming that the number of
participants was equal for each condition (n1 = n2).

For studies that used a dichotomous scale:

10. We calculated approximate variance using the formula:

VLogOddsRatio
1
A
+ 1

B
+ 1
C
+ 1
D

and then converted it to Vd using the following formula:

Vd = VLogOddsRatio
3
p2
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Appendix B. Studies included in the meta-analysis
Note: Values in the “% difference” columns refer to the difference between the two conditions expressed in percentage of the total scale (e.g. the difference of 2.0 on the 1–7 scale
amounts to 33.3%). For studies that used dichotomous scale, the reported effect size is the difference in proportions of positive answers between two conditions (e.g. in case of
60% of knowledge attributions in the “negative” condition and 40% in the “positive” condition, the reported effect size is 20%).

Paper Study Subgroup Violated Present Salient Scale
Q

Phrasing Language Chances Gettierization Effect Subject
%

difference d N

Beebe and Buckwalter 2010 1 (original study) true true true non-dich true English normal chances not Gettierized side effect first 22.3 % 0.740 749

Beebe and Jensen 2012 1 a (dich. replication) true true true dich. true English normal chances not Gettierized side effect first 52 % 1.330 87

b (non-dich. replication) true true true non-dich true English normal chances not Gettierized side effect first 50.3 % 1.831 98

2 a (“movies” story) false false false non-dich false English normal chances not Gettierized side effect first 9.7 % 0.288 234

b (“sales” story) false false false non-dich false English normal chances not Gettierized side effect first 11.7 % 0.386 139

c (“nazi” story) false true false non-dich true English normal chances not Gettierized side effect first 14.2 % 0.498 246

3b (gang leader) true true true dich. true English normal chances not Gettierized side effect first 34 % 1.225 167

Dalbauer and Hergovich 2013 1 a (“profit” story) true true true non-dich true other normal chances not Gettierized side effect first 9.1 % 0.470 269

b (“guideline” story) true true true non-dich true other normal chances not Gettierized side effect first 8.2 % 0.410 269

2 a (“movie” story) false false false non-dich false other normal chances not Gettierized side effect first 15.7 % 0.790 340

b (“reorganization” story) false false false non-dich false other normal chances not Gettierized side effect first 16.5 % 0.850 340

Beebe 2013 4 a (“environment” story) true true true non-dich true English normal chances not Gettierized side effect first 29.2 % 1.230 69

b (“movies” story) false false false non-dich false English normal chances not Gettierized side effect first 12.3 % 0.510 74

c (“sales” story) false false false non-dich false English normal chances not Gettierized side effect first 11.2 % 0.360 73

d (“nazi” story) false true false non-dich true English normal chances not Gettierized side effect first 29.2 % 0.970 73

5 a (“environment” story) true true true non-dich true English normal chances not Gettierized side effect first 26.2 % 1.040 59

b (“movies” story) false false false non-dich false English normal chances not Gettierized side effect first 24.2 % 0.720 58

c (“sales” story) false false false non-dich false English normal chances not Gettierized side effect first 14 % 0.480 60

d (“nazi” story) false true false non-dich true English normal chances not Gettierized side effect first 15.7 % 0.570 58

Beebe and Shea 2013 1 a (“water” story Gettierized) true true false non-dich true English normal chances Gettierized side effect first 15.3 % 0.510 93

b (“movies” story Gettierized) false false false non-dich false English normal chances Gettierized side effect first 10.2 % 0.360 96

c (“sales” story Gettierized) false false false non-dich false English normal chances Gettierized side effect first 11.2 % 0.370 94

d (“nazi” story Gettierized) false true false non-dich true English normal chances Gettierized side effect first 30.2 % 1.060 93
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2 a (NEUT: Match1 vs NEG: Match2) true true false non-dich true English normal chances Gettierized other first 17.3 % 0.570 151

b (NEUT: Mail1 vs NEG: Mail2) true true false non-dich true English normal chances Gettierized other third -4.2 % -0.130 161

d (NEUT Clock1 vs NEG Clock2) true true false non-dich true English normal chances Gettierized other first 5.2 % 0.170 133

Buckwalter 2014 1 (“pump” story Gettierized) true true true non-dich true English normal chances Gettierized side effect first 30.2 % 1.100 86

2 (“mayor” story Gettierized) true true true non-dich true English normal chances Gettierized side effect first 32.3 % 1.320 78

3 (3rd party “mayor” story Gettierized) true true true non-dich true English normal chances Gettierized side effect third 17.2 % 0.640 85

Turri 2014 1 a (“normal” story) true true true non-dich true English normal chances not Gettierized side effect first 25.5 % 1.090 42

b (“Gettier” story) true true true non-dich true English normal chances Gettierized side effect first 12.5 % 0.420 56

c (“false” story) true true true non-dich true English normal chances not Gettierized side effect first 44 % 1.670 49

2 (“no belief” story) true true true non-dich true English normal chances not Gettierized side effect first 40 % 1.280 56

3 (“false” story) true true true non-dich true English normal chances not Gettierized side effect first 30.2 % 0.980 57

5 a (“normal” story) true true true non-dich true English normal chances not Gettierized side effect first 31.6 % 1.130 72

b (“Gettier” story) true true true non-dich true English normal chances Gettierized side effect first -4 % -0.130 78

c (“false” story) true true true non-dich true English normal chances not Gettierized side effect first 18.3 % 0.500 78

Beebe 2016 2 a (3rd party “environment” story) true true true non-dich true English normal chances not Gettierized side effect third 4.3 % 0.150 71

b (3rd party “movies” story) false false false non-dich false English normal chances not Gettierized side effect third -0.2 % 0.000 72

c (3rd party “sales” story) false false false non-dich false English normal chances not Gettierized side effect third -10.2 % -0.380 60

d (3rd party “nazi” story) false true false non-dich true English normal chances not Gettierized side effect third 11.2 % 0.460 70

3a a (3rd party “mayor” story, strong
emotional)

true true true non-dich true English normal chances not Gettierized side effect third 6.7 % 0.260 79

b (3rd party “mayor” story, no
emotional)

true true true non-dich true English normal chances not Gettierized side effect third 15 % 0.700 80

3b a (3rd party “mayor” story, no
observer)

true true true non-dich true English normal chances not Gettierized side effect third 26.7 % 0.820 80

b (3rd party “mayor” story: strong) true true true non-dich true English normal chances not Gettierized side effect third 23.3 % 0.800 80

c (3rd party “mayor” story, none) true true true non-dich true English normal chances not Gettierized side effect third 18.3 % 0.620 79

7 a (no outcome info “environment”
story)

true true true non-dich true English normal chances not Gettierized side effect first 6.5 % 0.180 87

b (no outcome info “movies” story) false false false non-dich false English normal chances not Gettierized side effect first -0.8 % -0.030 155

c (no outcome info “sales” story) false false false non-dich false English normal chances not Gettierized side effect first 16 % 0.510 87

Wilkenfeld and
Lombrozo 2020

1 a (conventional + mechanism) false false false non-dich false English normal chances not Gettierized side effect first 7.3 % 0.330 55

b (conventional + nonmechanism) false false false non-dich false English normal chances not Gettierized side effect first 5.7 % 0.220 51

c (moral + mechanism) true true true non-dich true English normal chances not Gettierized side effect first 2.3 % 0.230 50

d (moral + nonmechanism) true true true non-dich true English normal chances not Gettierized side effect first 16.2 % 0.670 53

(Continued )
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(Continued.)

Paper Study Subgroup Violated Present Salient Scale
Q

Phrasing Language Chances Gettierization Effect Subject
%

difference d N

Paprzycka-Hausman 2020 1 a (shooting) true true true non-dich true English low chances not Gettierized other first 24.7 % 0.740 70

b (dice – killing/winning) true true true non-dich true English low chances not Gettierized other first 41 % 1.320 72

c (dice – throwing six) true true false non-dich true English low chances not Gettierized other first 22 % 0.730 73

2 a (shooting) true true true dich. true English low chances not Gettierized other first 26.5 % 1.286 158

b (dice – killing/winning) true true true dich. true English low chances not Gettierized other first 39.8 % 1.464 148

c (dice – throwing six) true true false dich. true English low chances not Gettierized other first 8.7 % 1.176 166

3 (dice – killing/winning) true true true dich. true English low chances not Gettierized other first 56.2 % 2.545 156

Paprzycka-Hausman 2021a 3 a (dice: neutral vs. immoral) true true true dich. true English low chances not Gettierized other first 22.5 % 0.509 155

b (cards: neutral vs. immoral) true true true dich. true English low chances not Gettierized other first 13.7 % 0.316 156

4 a (slight chance) true true true dich. true English low chances not Gettierized side effect first 26.7 % 0.733 149

b (strong chance) true true true dich. true English normal chances not Gettierized side effect first 8.7 % 0.461 147

5 a (1/100 chance) true true true dich. true English low chances not Gettierized side effect first 5.1 % 0.136 160

b (99/100 chance) true true true dich. true English normal chances not Gettierized side effect first 6.3 % 0.375 160

6 a (1/100 chance) true true true non-dich true English low chances not Gettierized side effect first 26 % 0.830 122

b (99/100 chance) true true true non-dich true English normal chances not Gettierized side effect first 20.3 % 0.730 122

Paprzycka-Hausman 2021b 1 (“environment” story) true true true non-dich true English normal chances not Gettierized side effect first 27.3 % 1.020 135

Paprzycka-Hausman 2021c 2 (HELP: Mail5 vs HARM: Mail4) true true false non-dich true English normal chances Gettierized other first 22 % 0.460 139

Yuan and Kim 2021 2a a (“pump” story Gettierized; Korean) true true true non-dich true other normal chances Gettierized side effect first 28 % 0.770 260

b (“mayor” story Gettierized;
Korean)

true true true non-dich true other normal chances Gettierized side effect first 21.4 % 0.640 258

c (3rd party “mayor” story
Gettierized; Korean)

true true true non-dich true other normal chances Gettierized side effect third 11.7 % 0.380 235

2b a (“pump” story Gettierized;
Mandarin)

true true true non-dich true other normal chances Gettierized side effect first 7.1 % 0.190 299

b (“mayor” story Gettierized;
Mandarin)

true true true non-dich true other normal chances Gettierized side effect first 20.4 % 0.520 254

c (3rd party “mayor” story
Gettierized; Mandarin)

true true true non-dich true other normal chances Gettierized side effect third 0.1 % 0.000 277
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2c a (3rd party “pump” story
Gettierized; Mandarin)

true true true non-dich true other normal chances Gettierized side effect third 20.1 % 0.550 138

b (3rd party “air” story Gettierized;
Mandarin)

true true true non-dich true other normal chances Gettierized side effect third 15.5 % 0.410 147

c (3rd party “mayor” story
Gettierized; Mandarin)

true true true non-dich true other normal chances Gettierized side effect third -4 % -0.110 149

Paprzycka-Hausman et al. Ms 3 a (replication of Beebe and
Buckwalter 2010)

true true true non-dich true English normal chances not Gettierized side effect first 11.6 % 0.570 126

b (replication of Beebe and Jensen
2012 [dich. scale])

true true true dich. true English normal chances not Gettierized side effect first 17.8 % 1.632 146

4 a (low chances “virus” story) true true true non-dich true English low chances not Gettierized side effect first 38.3 % 1.280 138

b (normal chances “virus” story) true true true non-dich true English normal chances not Gettierized side effect first 19.3 % 0.750 145

c (low chances “environment” story) true true true non-dich true English low chances not Gettierized side effect first 36.7 % 1.200 143

d (normal chances “environment”
story)

true true true non-dich true English normal chances not Gettierized side effect first 8.9 % 0.350 136

Ryszkowska et al. Ms 1 a (group agent [= Members of
Board] “movies” story)

false false false non-dich false other normal chances not Gettierized side effect first 31.8 % 1.110 125

Ryszkowska et al. Ms 1 b (group agent [= Board] “movies”
story)

false false false non-dich false other normal chances not Gettierized side effect first 11.3 % 0.400 107

Zaręba Ms 1 a (k. that the agent caused the
side-effect)

true true true non-dich true other normal chances not Gettierized side effect first 18 % 0.630 55

b (k. that the event caused the
side-effect)

true true true non-dich true other normal chances not Gettierized side effect first 12.5 % 0.720 65

c (k. that state of the environment
worsened/improved)

true true true non-dich true other normal chances not Gettierized side effect first 14.3 % 0.410 83

2 a (k. that the agent caused the
side-effect)

true true true dich. true other normal chances not Gettierized side effect first 6.9 % 1.093 155

b (k. that the event caused the
side-effect)

true true true dich. true other normal chances not Gettierized side effect first 15.3 % 0.853 136

c (k. that state of the environment
worsened/improved)

true true true dich. true other normal chances not Gettierized side effect first 17.1 % 0.718 144

Ziółkowski et al. Ms a 2 a (group/dissent = knowledge) true true true non-dich true English normal chances not Gettierized side effect first 20.2 % 0.940 329

b (group/support = knowledge) true true true non-dich true English normal chances not Gettierized side effect first 10.5 % 0.570 321

c (individual/dissent = knowledge) true true true non-dich true English normal chances not Gettierized side effect first 25.2 % 1.070 329

d (individual/support = knowledge) true true true non-dich true English normal chances not Gettierized side effect first 12 % 0.610 321

Ziółkowski et al. Ms b 4 (knew: fictional corporation/
environment)

true true true non-dich true English normal chances not Gettierized side effect first 10.6 % 0.510 289
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Appendix C. List of all excluded studies
Some studies were excluded because they failed to satisfy one of three criteria:

[1] the design must include a negative and a positive (or neutral) condition
[2] the participants must be asked about knowledge
[3] the experiment must have a between-subject design.
[4] Some studies were excluded for other reasons explained in the following table.

APA reference Exclusion code and reason

Beebe J.R. and Jensen M. (2012) [1] Study 3a (mayor Emily Spires): the side effect was
morally negative in both experimental conditions
(“Negative character” and “Positive character”).

[2] Study 4: the participants were only asked to estimate
the probabilities of bringing about the side-effect in
the Help/Harm conditions.

[1] Study 5: the chances of bringing about the side effect
were mismatched in the negative/positive
conditions (there were only two groups:
slight-chance Harm and strong-chance Help).

Beebe J.R. (2013) [2] Study 1: participants were asked only about the
protagonist’s beliefs.

[2] Study 2: participants were only asked about the
protagonist’s degree of confidence and not
knowledge.

[2] Study 3: participants were only asked about the
protagonist’s degree of rational belief.

Beebe J.R. and Shea J. (2013) [1] Study 2c (Politician): there was a morally negative
event (assassination) in both experimental
conditions (“POLITICIAN1” and “POLITICIAN2”).

Turri J. (2014) [1] Study 4: Only the “Help” condition was tested.

Beebe J.R. (2016) [2] Study 1: participants were only asked how much
praise/blame the protagonist deserved.

[2] Study 4: participants were only asked about the
blameworthiness of the protagonists.

[1] Study 5: the side effect was negative in both
experimental conditions (“Don’t care” and “Regret”).

[1] Study 6: the side effect was negative in both
experimental conditions (“Increasing” and
“Decreasing”).

Wilkenfeld D.A. and
Lombrozo T. (2020)

[2] Study 2: participants were asked four questions (about
understanding, explanation) but not about
knowledge.

[2] Study 3: participants were asked five questions (about
understanding, explanation) but not about
knowledge.

(Continued )
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Appendix D. p-curve analysis.

All studies

(Continued.)

APA reference Exclusion code and reason

Paprzycka-Hausman K. (2020) [4] Study 4: reports the same data as Study 4 from
Paprzycka-Hausman 2021a, which was included.

Paprzycka-Hausman K. (2021a) [4] Studies 1, 2 and 3 were excluded because they report
the same data as Study 1, 2 and 3 from
Paprzycka-Hausman 2020, which were included.

Paprzycka-Hausman K. (2021b) [2] Study 2: participants were asked only about their
attribution of belief.

[4] Study 3: introduced too many changes to the
experimental design (in particular, it asked about
the attribution of knowledge in the explicitly stated
absence of belief).

Paprzycka-Hausman K. (2021c) [1] Study 1: was a pilot study where only a “neutral”
condition was tested.

[1] Study 3: was a pilot study where only a “neutral”
condition was tested.

Yuan Y. and Kim M. (2021) [1] Study 1 (Lotto, Zoo, Farm) was not concerned with
ESEE.

[1] Study 3 (unconfident examinee, prejudiced professor,
freaked-out movie-watcher) was not concerned with
ESEE.

Appendix Figure 1. p-curve plot for all studies displaying the observed p-curve and significance results for the
right-skewness and flatness test.
Note: The observed p-curve includes 71 statistically significant (p < 0.5) results, of which 64 are p < 0.025. There were
27 additional results entered but excluded from p-curve because they were p > 0.05.
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Results:
Right-skewness test:

• full curve ( p <0.5): z =−22.959, p <0.001
• half curve ( p <0.025): z =−22.033, p <0.001

Flatness test:

• full curve ( p <0.5): z = 15.771, p >0.999
• half curve ( p <0.025): z = 20.634, p >0.999

Power Estimate (95% CI): 97% (95.9–98.5%).

Only published studies
Results:
Right-skewness test:

• full curve ( p <0.5): z =−19.237, p <0.001
• half curve ( p <0.025): z =−18.239, p <0.001

Flatness test:

• full curve ( p <0.5): z = 12.946, p >0.999
• half curve ( p <0.025): z = 16.976, p >0.999

Power Estimate (95% CI): 97% (94.3–98.1%)

Appendix Figure 2. p-curve plot for published studies displaying the observed p-curve and significance results
for the right-skewness and flatness test.
Note: The observed p-curve includes 54 statistically significant (p < 0.5) results, of which 49 are p < 0.025. There were
25 additional results entered but excluded from p-curve because they were p > 0.05.
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Close replication studies

Results:
Right-skewness test:

• full curve ( p <0.5): z =−9.959, p <0.001
• half curve ( p <0.025): z =−9.141, p <0.001

Flatness test:

• full curve ( p <0.5): z = 7.138, p >0.999
• half curve ( p <0.025): z = 9.344, p >0.999

Power Estimate (98% CI): 97% (93.7–99%).

Appendix Figure 3. p-curve plot for close replication studies displaying the observed p-curve and significance
results for the right-skewness and flatness test.
Note: The observed p-curve includes 14 statistically significant (p < 0.05) results, of which 13 are p < 0.025. There
were 2 additional results entered but excluded from p-curve because they were p > 0.05.
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Third-party ESEE studies

Results:
Right-skewness test:

• full curve ( p <0.5): z =−4.484, p <0.001
• half curve ( p <0.025): z =−3.324, p <0.001

Flatness test:

• full curve ( p <0.5): z = 2.221, p = 0.987
• half curve ( p <0.025): z = 3.665, p >0.999

Power Estimate (95% CI): 77% (46–93%).
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Appendix Figure 4. p-curve plot for third party studies displaying the observed p-curve and significance results
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Note: The observed p-curve includes 8 statistically significant (p < 0.05) results, of which 8 are p < 0.025. There were 8
additional results entered but excluded from p-curve because they were p > 0.05.
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